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Introduction
Parkinson’s Disease UPDRS prediction

Goal: Predict UPDRS automatically from speech.

Parkinson’s Disease affects speech in 70–90% of patients.

Dysarthria is correlated with disease severity.

Parkinson’s Disease clinical evaluation uses the UPDRS score.

Motivation: Most of the approaches rely on handcrafted acoustic features or focus on
disease detection rather than severity prediction.
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Introduction
Why Audio-To-Text embeddings?

Speech in PD contains acoustic and linguistic characteristics related to UPDRS.

Traditional approaches mainly use handcrafted acoustic features.

Automatic speech recognition converts speech recordings into text.

Speech transcripts are transformed into high-dimensional text embeddings.

Transformer-based embedding models capture contextual and linguistic information from
these transcripts.

The resulting embeddings are used to predict UPDRS scores through Support Vector
Regression (SVR).
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Introduction
Contributions

Design of an end-to-end pipeline that transforms pathological speech into meaningful
semantic representations.

Demonstration of the effectiveness of audio-to-text embeddings, moving beyond
traditional handcrafted acoustic features.

Introduce a speaker-level aggregation strategy using median pooling of transcript
embeddings.

Evaluation of multiple SVR kernels under a LOOCV framework on the PC-GITA dataset.
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Dataset
PC-GITA dataset

Spanish-language balanced speech dataset1used in PD research.

Includes 50 speakers with PD and 50 healthy control (HC) speakers, comprising a
total of 6405 recordings collected under controlled recording conditions.

Multiple speech tasks:

Sustained phonation of vowels
Diadochokinetic (DDK) tasks
Reading
Monologue

3214 raw recordings from speakers with PD and 3200 raw recordings from HC speakers.

Each participant’s recording includes the following characteristics: unique ID, UPDRS
total, UPDRS speech, Hoehn and Yahr scale, gender, age, and Time since diagnosis.

1
Juan Rafael Orozco-Arroyave, Julián David Arias-Londoño, Jesús Francisco Vargas-Bonilla, Maŕıa Claudia González-Rátiva, and Elmar Nöth. “New Spanish

speech corpus database for the analysis of people suffering from Parkinson’s disease”. In: Proceedings of the Ninth International Conference on Language
Resources and Evaluation (LREC’14). Reykjavik, Iceland, 2014, pp. 342–347
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Dataset
PC-GITA dataset preprocessing

After filtering for complete clinical information 1099 recordings from 50 PD speakers are
retained for analysis.

The UPDRS scores in the dataset range from 6 (mild motor impairment) to 93 (severe
disease progression).
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Methodology
Model Architecure

Audio preprocessing - mono conversion, resampling to 16 kHz, normalization, and
segmentation into overlapping 30-second chunks with a 5-second overlap.
Whisper-large-v22 is used to transcribe speech recordings into Spanish text.
Transcripts are encoded into 1024-dimensional embed dings using the
mixedbread-ai/mxbai-embed-large-v13transformer model to obtain sentence
embeddings.
Embeddings from multiple recordings of the same speaker are aggregated using median
pooling and ℓ2 normalization to obtain a single speaker-level representation.
Speaker-level embeddings are provided as input to a Support Vector Regression (SVR)
model4 , which is used to predict UPDRS scores and evaluated using LOOCV.

2
Alec Radford et al. Robust Speech Recognition via Large-Scale Weak Supervision. [retrieved: May, 2026]. 2022. arXiv: 2212.04356 [eess.AS]. url:

https://arxiv.org/abs/2212.04356
3
Sean Lee, Aamir Shakir, Darius Koenig, and Julius Lipp. Open Source Strikes Bread - New Fluffy Embeddings Model. [retrieved: May, 2026]. 2024. url:

https://www.mixedbread.ai/blog/mxbai-embed-large-v1
4Yuanyuan Liu et al. “Automatic Assessment of Parkinson’s Disease Using Speech Representations of

Phonation and Articulation”. IEEE/ACM Transactions on Audio, Speech, and Language Processing 31 (2022),
pp. 242–255. doi: 10.1109/TASLP.2022.3212829

Koumpogianni and Kotropoulos IARIA 2026 Congress July 8, Nice, France 9 / 28

https://arxiv.org/abs/2212.04356
https://arxiv.org/abs/2212.04356
https://www.mixedbread.ai/blog/mxbai-embed-large-v1
https://doi.org/10.1109/TASLP.2022.3212829


Methodology
Model Architecure

Figure 1: Proposed pipeline.
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Methodology
Audio-To-Text Transcription using Whisper

Speech recordings are transcribed into Spanish text using Whisper-large-v2.

Whisper is a large-scale pre-trained Automatic Speech Recognition (ASR) model trained
on 680k hours of multilingual speech data.

Whisper-large-v2 is based on an encoder-decoder Transformer architecture.

Each audio segment is independently transcribed, and non-empty outputs are
concatenated to form the final transcript per recording.

The resulting transcripts are stored for downstream embedding generation.
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Methodology
Text Embeddings Generation

A contextual prefix, “Parkinson speech severity prediction”, is added to each transcript to
guide the embedding model toward the clinical prediction task.

These transcripts are converted into embedding vectors using the pre-trained model
mixedbread-ai/mxbai-embed-large-v1.

1024-dimensional sentence embeddings are generated, capturing semantic and contextual
information from the transcripts.
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Methodology
Speaker Aggregation

Each speaker i has multiple transcript embeddings ei ,j ∈ R1024 generated from their
recordings.

Speaker-level representation is obtained using component-wise median pooling:

si [k] = medianj=1,...,ni ei ,j [k]

The aggregated vector is ℓ2-normalized:

ŝi =
si

∥si∥2
Final structured dataset of speaker-level embeddings and labels suitable for regression
analysis:

X ∈ R50×1024, y ∈ R50,

where X contains the speaker embeddings and y contains the corresponding UPDRS
scores.
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Methodology
Regression and UPDRS Prediction

Speaker-level embeddings are used to predict UPDRS scores by the SVR model.

Evaluation is performed using LOOCV over the 50 PD speakers.

Each LOOCV iteration includes an inner 5-fold cross-validation for hyperparameter tuning
using GridSearchCV.

The pipeline includes feature standardization and optional dimensionality reduction using
PCA.

Koumpogianni and Kotropoulos IARIA 2026 Congress July 8, Nice, France 14 / 28



Methodology
Regression and UPDRS Prediction

Hyperparameters tuned:

PCA components ∈ {5, 10, 20, 40}
SVR kernel ∈ {linear, RBF, sigmoid, polynomial}
C ∈ {0.1, 1, 10, 100, 200}
γ ∈ {scale, 10−4, 10−3, 10−2}
degree ∈ {2, 3}
coef0 values ∈ {0, 0.1, 1}

Performance is reported using RMSE and its standard error (SE):

SE =
std√
N
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Experimental Results
SVR kernel performance comparison

Table 1: PERFORMANCE COMPARISON OF SVR KERNELS EXCLUDING THE POLYNOMIAL.

Kernel Mean RMSE SE

linear 24.837 10.962
RBF 14.94 1.4851

Performance evaluated using LOOCV across 50 speakers.

RBF kernel is selected in most folds and achieves the best performance with:
RMSE = 14.94
C = 100, γ = 0.001, PCA = 5 components

Linear kernel shows significantly higher error:
RMSE = 24.84

Overall Total Best RMSE=15.71, MAE=11.04, and the R2=0.25.

The relationship between embeddings and UPDRS is probably nonlinear.
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Experimental Results
SVR kernel performance comparison

Table 2: KERNEL PERFORMANCE COMPARISON.

Kernel Mean RMSE MAE SE

polynomial 17.7 13.15 2.80
RBF 12.8558 9.3 1.91

The polynomial kernel was selected in most of the folds (39) and achieved the highest
RMSE.

The RBF kernel achieves the best performance but worse generalization performance.

No other kernel was selected.

Total RMSE in this case was 16.752, with total SE of 1.623 and R2 = 0.146.

It does not capture the linguistic characteristics well.
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Experimental Results
Kernel Comparison

RBF kernel shows:

Lowest mean RMSE 14.94
Lowest SE 1.48
Most stable predictions across folds

Polynomial kernel:

Frequently selected during inner CV
Higher RMSE 17.7
Higher variability SE = 2.80

Linear kernel:

Higher error (RMSE = 24.84)
Higher SE (10.96)

Results suggest that nonlinear kernels (RBF) better exploit the structure of the embedding
space for UPDRS prediction.
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Experimental Results
Scatter Plot

Figure 2: Predicted vs True values of the target variable across all LOOCV folds.
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Experimental Results
RMSE per fold

Figure 3: RMSE per fold corresponding to a speaker left out in cross-validation.
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Experimental Results
Effect of Textual Prefix

Adding a task-specific prefix improves the alignment between embeddings and the
clinical prediction task.

With prefix:

RBF kernel dominates selection
Lower RMSE = 15.71

Without prefix:

Mixed kernel selection
Higher RMSE = 17.11

Prefix improves alignment between embeddings and clinical UPDRS score.
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Experimental Results
Comparison with Prior Work

Proposed method:
RMSE = 15.71, R2 = 0.25, SE = 1.52, MAE = 11.04.

Previous best results:

RMSE = 12.9 (text-embedding-3-large)
RMSE = 13.5–14.6 (BERT / XLNet)

Note: prior work reports mainly RMSE and Spearman correlation, without additional
metrics.

Performance is competitive given:

Smaller dataset size
End-to-end speech-to-text pipeline
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Conclusions

Transcribed speech contains meaningful information for estimating Parkinson’s disease
severity.

The proposed pipeline combines:

ASR (Whisper)
Transformer-based embeddings
SVR regression

Results show that linguistic representations capture clinically relevant signals for UPDRS
prediction.
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Conclusions
Model Performance

Proposed Implementation’s Performance:

Average prediction error: ≈ 15–16 UPDRS points.

Standard error (SE = 1.52) indicates moderate variability in performance across LOOCV
folds.

R2 = 0.25 indicates a good prediction potential.

The task-specific prefix improves the quality of the learned embeddings.

Model shows regression-to-the-mean behavior:

Predictions are biased toward the mean UPDRS range.
Severe cases are underestimated, while mild cases are overestimated.
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Conclusion
Limitations

Small dataset (50 PD speakers)

Text-only representations may not fully capture speech-related markers of disease severity,
as acoustic information is not included.

Aggregation across recordings may lose temporal variability

Prediction error (12–16 UPDRS points) limits clinical applicability
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Future Work

Expand dataset size and diversity (data augmentation).

Combine textual and acoustic embeddings.

Improve generalization and reduce sensitivity to speaker variability.
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GitHub Code

The code for the proposed framework can be found at:

https://shorturl.at/pLqKn

or by scanning the QR code:

Figure 4: QR code to GitHub.
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Thank You!

Thank you very much for your attention.
Q & A?

Email costas@csd.auth.gr
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