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Problem & Motivation

The Problem

• Educational robots use scripted responses

• Cannot adapt to how a student is engaging
• A student who looks away, raises a hand, or 

stops responding sends signals the robot 

ignores

Theory of Mind (ToM)

• Human tutors infer a student's attention, 

confusion, or intent from observable behavior
• This cognitive ability is Theory of Mind
• Robots that lack ToM default to one-size-fits-all 

responses

Gap: Existing work has not combined real-time multimodal engagement sensing with observation-grounded LLM 
response generation in a single educational robot pipeline. This paper addresses that gap.

[Ullman, 2023] -- Small LLMs fail on trivial ToM tasks without explicit guidance



System Architecture -- Pipeline Flow

Camera + MediaPipe

FaceMesh + Pose · every framePerception

Observation Builder

Averages frames → obs dict every 5 sPerception

Trigger Detection

priority-ordered system fires 
snapshot at trigger

Engagement

LLM Responder

Phi-3-mini · 4-part prompt · retry 
logic

LLM

Speech Output + Log

TTS · session JSON · llm_backend tagOutput

Snapshot at trigger time

Sensor values frozen when trigger fires -- not when 
LLM responds

STT feeds quiz answers

Whisper (PC) · Vosk (Pi) -- transcript passed to LLM 
context



System Architecture -- Modules (1 of 2)

MediaPipe Processor

• FaceMesh: face + gaze (head yaw proxy)

• Pose Landmarker: body + hand raise
• Obs dict averaged every 5 s

Adaptive Quiz Engine

• 90 questions, 3 difficulty levels

• Adaptive: 3 correct up, 3 wrong down
• Content decoupled from pipeline logic

Engagement Manager

• 5 triggers in fixed priority order

• Captures sensor snapshot at trigger time
• 15 s cooldown prevents repetition

LLM Responder

• 4-part prompt: system, obs, history, situation

• Phi-3-mini 3.8B via remote GPU
• Validates output, retries up to 3x, fallback



System Architecture -- Modules (2 of 2)

Speech Output (TTS)

• SAPI (PC), Piper TTS (Pi)

• Mid-speech interrupt on hand raise
• Platform auto-detected at import time

Speech Input (STT)

• Whisper (PC), Vosk (Pi)

• Vosk near-instant vs 0.93 s Whisper
• Transcript feeds LLM and quiz grading

Session Logger

• Full prompt and raw response saved

• Quiz results and engagement events
• llm_backend tag: pc_local / gpu_ssh / hailo_npu



Perception Layer

MediaPipe FaceMesh  +  Pose Landmarker Lite -- run in a background thread, every frame

Observation dictionary built by averaging sensor readings over a 5-second interval:

Field Type / Range Notes

face_detected boolean Face visible in frame

gaze_on_robot 0.0 – 1.0 Estimated from head yaw -- proxy, not true eye tracking

head_yaw_deg / head_pitch_deg degrees Head orientation

head_moving boolean Movement > 2° threshold

body_detected boolean Pose visible in frame

hand_raised / hand_raise_side boolean / left/right/both Wrist above shoulder level

no_movement_sec seconds Time since last detected movement

speech_energy level Microphone activity

  Several fields are coarse proxies -- engagement states are behavioral approximations, not confirmed mental states.



Engagement Manager

5 Triggers -- Fixed Priority Order

1
hand_raised

Wrist detected above shoulder -- active intent

2
face_absent

No face detected for ≥ 3 seconds

3
no_answer

No response to quiz question within 15 seconds

4
head_turned

Gaze score < 0.3 out of 1.0

5
no_movement

No body movement for ≥ 10 seconds

Snapshot Approach

Sensor values captured at trigger time -- not when the 

LLM responds. Eliminates timing mismatch between 
trigger detection and prompt building.

Cooldown & Design

15-second cooldown per trigger prevents repetition. 

Priority order is a deliberate design decision -- hand raise 
always overrides passive disengagement.

Ethics & Privacy

• Frames in memory only, not stored

• No raw video or audio retained
• No minors tested -- IRB study planned



Prompt Design: Grounded vs Ungrounded Mode

Every LLM call contains 4 components:

1

System prompt

Robot role + strict output rules + 
sensor reference ban

2

Observation snapshot

Real sensor values frozen at trigger 
time

3

History block

Last 3 responses -- do not repeat 
instruction

4

Situation description

Grounded Mode only -- plain-
English trigger label

Grounded Mode

• Observation snapshot  +  trigger description

• e.g. "The user's face is not visible. Mention you 
cannot see their face and ask them to come 
back."

• LLM told what happened -- just needs to 
phrase the response

Ungrounded Mode

• Observation snapshot only -- no trigger label

• LLM must infer engagement state from raw 
sensor values alone

• Same constraints as Grounded -- isolates effect 

of explicit labeling

Both modes: identical quiz context · word limit 5–35 · no sensor values in output · audience-appropriate language



Results: Grounded vs Ungrounded Mode

86.1%
Grounded Mode Relevance

23.3%
Ungrounded Mode Relevance

72 + 73
Responses Reviewed

Trigger Grounded R/Total Grounded % Ungrounded R/Total Ungrounded %

Hand raised 11 / 13 84.6% 1 / 14 7.1%

Face absent 11 / 13 84.6% 0 / 12 0.0%

No answer 9 / 11 81.8% 3 / 10 30.0%

No movement 14 / 16 87.5% 9 / 19 47.4%

Head turned 17 / 19 89.5% 4 / 18 22.2%

Total 62 / 72 86.1% 17 / 73 23.3%

Key finding: hand_raised: yes has no learned mapping to a student wanting to ask a question in a 3.8B model. Grounded Mode 
removes the inference burden -- the plain-English trigger label provides the semantic abstraction the LLM needs. [Ullman, 2023]



Results: PC vs Raspberry Pi 5

Metric PC (Windows) Raspberry Pi 5 (Ubuntu)

Avg TTS -- question 3.91 s (SAPI) 5.44 s (Piper)    ▲ slower

Avg TTS -- feedback 1.72 s 3.29 s            ▲ slower

Avg STT 0.93 s (Whisper) 0.08 s (Vosk)     ▼ faster

Avg LLM response 0.89 s 0.54 s            ▼ faster

LLM latency weighted across 42 (PC) and 27 (Pi) trigger events  ·  Both use remote GPU endpoint

TTS main bottleneck on Pi

Piper slower than SAPI -- adds ~1.5s per 
question. Main driver of higher total cycle 
time on Pi.

STT much faster on Pi

Vosk (0.08s) vs Whisper (0.93s). Switching 
from Whisper to Vosk was the right call for Pi 
deployment.

Zero errors on both platforms

Zero observation mismatches · zero sensor 
field leaks. Snapshot approach and output 
validation confirmed working.



Conclusions & Future Work

Conclusions

▸  Grounded Mode: 86.1% relevance vs 23.3% -- explicit trigger 
labeling is required for small LLMs

▸  An explicit semantic-translation layer is necessary between 
numeric sensor output and LLM prompt

▸  Pipeline confirmed working on PC and Raspberry Pi 5 with zero 
observation mismatches

▸  Snapshot approach eliminates timing mismatch between trigger 
detection and LLM call

Future Work

▸  On-device LLM inference -- Hailo HAT+2 NPU (Qwen 2.5-1.5B)

▸  Physical robot integration -- Marty V2 + ROS 2 Jazzy

▸  IRB-approved study with children aged 7–14

▸  Formal response quality validation: LLM-as-judge, expert review, 
inter-rater agreement

▸  Emotional state inference -- frustration, boredom, confusion 
beyond behavioral signals

Thank you  ·  Questions?  ·  nzr0054@auburn.edu
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