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PROBLEM STATEMENT & MOTIVATION TTE

% The Scenario: Enterprises have massive amounts of unstructured data (PDFs, Wikis, APIs). o
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The Conflict:

o Traditional Search: Fails on vocabulary mismatch.

o Standard LLMs: Generative models make up facts when they lack context: Hallucinations.
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The Gap: A standard RAG pipeline is often linear and brittle.
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¥ Goal: A knowledge management system that is Traceable, Context-Aware, and Verifiable.



RESEARCH QUESTION & OBJECTIVES TTE S

% Central Research Question (RQ):

How can a multi-agent Retrieval-Augmented Generation (RAG) system be designed and implemented to
enable accurate and context-aware retrieval of enterprise knowledge, with a focus on minimizing

hallucinations in the generated output?

% Key Objectives:
1. Scalable Ingestion: Build a pipeline for both PDFs and Web content.
2. Agentic Architecture: Using LangGraph for dynamic workflows.
3. Hallucination Mitigation:
o Proactive: Advanced Retrieval (Hybrid Search & Reranking) to prevent errors.
o Reactive: Verification & Fallback loops to catch errors.

4. Evaluation: Test the system using RAGAs.



METHODOLOGY 10

** Framework: Design Science Research (DSR).

< Model: Four-Stage Model by Osterle et al. (2010).

Analysis: Problem identification.
Design: Building the Artifact (Python, LangGraph, PostgreSQL).
Evaluation: RAGAS.

Diffusion: Public GitHub Repository & Streamlit Prototype.

Evaluation



VECTOR DATABASE & DATA INGESTION .

PDF Azure Document Intelligence .| Process Structured Response N Upsert Artifacts
Documents {Extrocts Text, Layout, Figures) " (AzureResponseProcessor) | (store Figures in figures table)
h 4
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(HTML Headers / Logical Sections) {write_header LLM Call)
L
Web URL Crawl Website N Parse HTML Content h 4
(AzureDocsLoader) " (BeautifulSoup Extractor) Embed and Upsert Chunks

(VectorStore.upsert)
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% Embeddings: Converting text into lists of numbers (Vectors) to capture meaning, not just keywords.

% Vector Database: PostgreSQL + pgvector that allows searching by "semantic similarity."
** Pipeline:

o PDFs: Uses Azure Document Intelligence to preserve layout (headers, tables). PostgreSQL Vector DB
(document_embeddings
o Web: Custom crawler. table)

o Enrichment: Headline Injection.



SYSTEM ARCHITECTURE J U e
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+ Stateful Graph (LangGraph): Enables memory. e
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% Intelligent Agents: Rewriter, Router, Reranker, Verifier.
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PROACTIVE HALLUCINATION MITIGATION T E

User Query

Query Rewriting

- Starts with an ambiguous user query.
- Outputs a clear, descriptive query optimized for retrieval.

% Agent 1: Query Rewriter:

Clarifies ambiguity.
Hybrid Search
o3 Agent 2: Hybrid Search: - Takes the rewritten query.
H . o B alp e st o el i ~10-20 candidate documents retrieved
Combines Vector Search (Meaning) + Keyword documents using both keyword and semantic
h.
Search (Exact Match). seare
Reranking
% Agent 3: Batch Reranker: " [akes the candidare
LLM grades 10+ documents and discards - Usesan LLMtoscore /  Filtered down to 3-5 top documents
. . and filter for only th
irrelevant noise. most relevant
documents.

@igh-Quality, Relevant Contextj




REACTIVE HALLUCINATION MITIGATION |V it

1. Draft Answer is generated. | Preliminary Answer
L Generated

v

2. Verification Agent checks claims Verification Agent
against source text. (detect_hallucination)

3. Decision:
o Grounded? — Show to user.
o Hallucination? — Fallback to Web
Search.

Yes

v

Deliver Verified Answer
to User

4. Final Fail-safe: If still unsupported, — Yes
return "l don't know."

Retry with new context v
¥ Provide Safe Fallback Response
Trigger Fallback to Web Search “there isn't enough verified
(Initiate web_search agent) information to answer that

question confidently."




EVALUATION RESULTS (RAGAS) |V it
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The multi-agent system demonstrates significant improvements across all key metrics, with the largest
gains in reducing hallucinations and improving factual correctness.



INTERNATIONALE

ARTIFACT DEMONSTRATION

Participate in daily stand-ups and pair-program on at least one small bug fix.

@ E nte rp rl Se Know led ge Attend product demo sessions.
= Complete training on the CI/CD pipeline using GitHub Actions and Azure.
Assistant

Follow 30/60/90 day milestones:
Welcome to the Enterprise Knowledge Assistant! Ask any question about our internal company o Day 30: Complete your first feature ticket independently.
documents or the public Microsoft Azure documentation. o Day 60: Contribute to architectural discussions,

o Day 90: Present a demo of your work to the team.
Enter your question:

How can | onboard a new developer in our team? Support and Resources:

« Developer Wiki: wiki.company.internal/development
RESPOHSE * HROnboarding Portal: onboarding.company.internal
« IT Helpdesk: it-support@comp interna
For a visual summary of best practices, refer to Figure 1.1 Developer Onboarding Best Practice.
To onboard a new developer to your team, follow the structured process outlined in the provided context

documents to ensure a consistent, secure, and efficient experience: This structured approach ensures new developers are set up with the necessary tools, access, and

. knowledge to contribute effectively and securely from day one.
Pre-Start Checklist:

Ensure the offer letter is signed and returned. REfere nCEd F igu res

Complete background verification.
Issue a company badge and laptop.
Confirm the primary workspace or remote access setup.

Week 1: Systems Setup

what is what ‘

Log in to the company laptop using provided credentials.

1.

2. Set up the email account in Microsoft Outlook.
Share what you know
3. Change the initial password and enroll in Multi-Factor Authentication (MFA).
4, Connect to the CorpNet-Secure VPN.
5
6
T.
8

. Access the Microsoft Azure tenant and create a development virtual machine (VM).
Figure_L.1.png
Install required IDEs (e.g., Visual Studio Code, IntelliJ IDEA).

Meet with the assigned mentor for a system architecture overview.

Related Documents

Review the team's Git repository structure and branching model.




CONCLUSION & OUTLOOK T

% Answer to RQ: Hallucination reduction is primarily an architectural challenge. A stateful, two-stage mitigation
strategy significantly enhances reliability without requiring model fine-tuning.

0.0

Key Contributions
o Validated Multi-Agent Architecture: A modular and inspectable RAG system using LangGraph.
o Multi-Layered Hallucination Mitigation: Combining proactive retrieval with reactive verification.
o Practical Batch Reranking: An efficient technique to reduce latency and cost while increasing accuracy.
o Dual-Source Ingestion Blueprint: A repeatable process for ingesting both PDFs and web content.

“ Limitations: Higher latency (due to verification steps) and API costs (due to multiple LLM calls).

“* Future Research: Integration with Knowledge Graphs and exploring adaptive performance optimization.
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