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The presentation in one sentence
A 2D skeleton sequence can condition a frozen language model to produce a readable motion description.

Problem
Motion labels are 

limited

Input
2D pose from video

Bridge
Soft prompt tokens

Output
Natural language

Focus today: the intuition, the workflow, what the outputs look like, and why the approach is useful.
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Why describe motion, not just classify it?
A label says what category was detected; a description explains the movement.

ACTION LABEL

“walking”

MOTION DESCRIPTION

“The person walks 
forward at a steady 

pace.”

HUMAN REVIEW

Readable by 
clinicians, coaches, 

analysts

DOWNSTREAM REASONING

Can support 
assessment, 
retrieval, and 

reporting

The key shift From discrete action categories to compact natural-language summaries of observed 
movement patterns.

3



PosePrompt  |  GPTMB 2026

The gap: powerful models, heavy inputs
Existing motion–language approaches often depend on 3D capture or reconstructed body models.

Common route

3D motion capture / SMPL-style body 
representations

Higher setup burden
Specialised or reconstructed data
Often paired with heavier LLM fine-tuning

PosePrompt route

2D pose sequences extracted from 
ordinary video

Accessible input representation
Privacy-preserving skeleton abstraction
Frozen LLM guided by learned prompts
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From video frames to pose sequences
The model uses only the moving skeleton after pose extraction and normalisation.

Video clip Detectron2
pose extraction

12 body
keypoints

Normalised
sequence LLM

Normalising by shoulder midpoint and trunk length helps remove position and scale differences.
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The PosePrompt architecture
A lightweight encoder learns how to “speak” to a frozen language model.

Simplified view

Pose encoder captures spatiotemporal 
motion
Projection network turns motion into soft 
prompt vectors
Pre-trained LLM remains frozen and 
generates text

The important design choice: train the small bridge, not the whole language model.
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Soft prompts: motion as guidance, not text input
The model is not given a written label; it receives learned prompt embeddings derived from the skeleton sequence.

2D pose
sequence

soft prompt vectors
Frozen

LLM

“The person
walks forward…”

A useful analogy
The pose encoder does not write a sentence itself; it learns a compact signal that 
steers the LLM toward the correct sentence.
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Experimental setup without the detail overload
The aim was to test whether lightweight prompting can generate coherent motion descriptions from 2D pose.

Dataset

530
pose–text video samples

from public action datasets

Training

70 / 30
train / test split

with frozen LLM backbones

Models

T5-small
BART-base

compared using subjective 
accuracy and BLEU

Keep in mind: this is a proof-of-concept dataset, not a claim that every real-world motion scenario is solved.
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Results: coherent descriptions with a small backbone
T5-small performed slightly better despite having fewer parameters than BART-base.

Evaluation summary

91.2 88.7

Subjective
accuracy

92.0
88.2

BLEU

T5-small

BART-base

Interpretation

Good text quality can come from a 
compact frozen LLM setup
The prompt bridge appears to capture 
enough motion signal for short clips
Smaller models may be attractive for 
efficient deployment
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What the output looks like
The generated text is concise and human-readable, rather than a numeric class prediction.

These examples show the intended presentation style of the model output: brief movement summaries that are easy to verify visually.
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Where this approach is useful — and where it is not enough yet
The value is in accessible, interpretable motion summaries; the limitations should be stated plainly.

Useful directions

• Healthcare and rehabilitation summaries
• Gait or movement screening support
• Sports and training feedback
• Automatic motion descriptions in 

entertainment

Current boundaries

• Short, controlled motion clips
• Only 2D skeletal information is used
• Descriptions are not clinical diagnoses
• Broader real-world validation is future work
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Three takeaways
PosePrompt turns accessible pose data into readable motion language.

1

2D pose is enough to 
start

The method avoids 
dependence on specialist 

3D capture pipelines for the 
core proof-of-concept.

2

Soft prompts are the 
bridge

The model trains a compact 
motion-to-prompt module 
while preserving the LLM’s 

language knowledge.

3

Efficiency matters

A smaller backbone 
achieved strong results, 

suggesting practical 
deployment potential.
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