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“We’ve been here before.”

Expert Systems. Intelligent Tutoring. Early ML.
Each generation promised transformation.
Each generation underdelivered — not because the technology failed,
but because deployment did.



TODAY

The Al Promise-Production Gap

80% RENG

of Al projects fail to deliver of GenAl pilots fail to reach
intended business value production at scale

MIT NANDA

$1.5T

forecast global Al spend in 2025
alone



THE STAKES

Why this moment is different

Investment velocity has decoupled from value

Spend is up. Substantive outcomes are not. Only 1% of companies believe they're at Al maturity. (McKinsey)

Regulators are catching up — quickly

EU Al Act high-risk enforcement: August 2, 2026. Penalties: €35M or 7% of global revenue.

Agentic Al raises the failure ceiling

Autonomous systems make decisions, take actions, and chain together — magnifying both upside and downside.

Trust is the new bottleneck

Air Canada. Apple Al summaries. Biased lending models. Every failure narrows the runway for everyone else.



WHAT THE DATA TELLS US

Success rate collapses with scope

Singletas Al agent. | N 5 THE PATTERN

Narrow process automation ||| | GG :: Narrow Scope.
Higher success.
Internal knowledge base / RAG || NG 4
GenAl content production _ 31

Enterprise predictive analytics ||| [[Gz; 15 1in 12 large transformations

succeed. 1 in 2 single-task agents
Large-scale Al transformation _ 8

do. The gap is 6.8x.




LESSONS

Every wave repeats the same failure modes

1980s 1990s 2000s 2020s
Expert Systems Intelligent Tutoring Early ML GenAl & Agents
Knowledge brittleness Lab success, real-world failure Data quality, black box Will we learn?

RECENT FAILURES IN PRODUCTION

Air Canada (2024) - Apple Al summaries (2025) - CNET finance articles - Biased healthcare & lending
algorithms

Each failure was preventable. Each had an evaluation gap, a governance gap, or both.



THE ADOPTION GAP

Regulated industries lag — for good reason

Regulated industries 58 Not caution.
Constraints.

92 Data security
Compliance mandates
Explainability requirements
Legacy system integration

Technology companies




The greatest opportunity is
precisely where the constraints are tightest.

Repetitive volume Decision consistency Auditability built-in

Claims, KYC, document review,
underwriting prep — billions of
transactions waiting to be
transformed.

Regulators reward fairness. Al, well- Modern Al systems log every input,
deployed, delivers it more reliably decision, and rationale — the audit
than humans alone. trail regulators have always asked for.
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THE MATURITY MODEL

Five levels. SKip none.

Level 3 is the minimum for any Al in regulated production.

Below Level 3, you cannot reliably produce the documented risk assessments, human oversight evidence, and audit logs that
EU Al Act and NIST Al RMF require.

Gartner: 60% of Al projects without Al-ready data will be abandoned by end of 2026.

4
3
2
1

Ad Hoc Emerging Defined Managed Optimizing

Production deployments,

Scattered experiments Some pilots, basic governance
measurement

Al embedded in core processes Al as competitive advantage
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FROM PILOTS TO PORTFOLIO

Strategic, not scattered

PILOT PURGATORY

What we keep doing What works

J Multiple teams, duplicate pilots Business problem first, technology second
e  Success undefined upfront Value—risk assessment for every initiative
J No path from POC to production Designed for production from day one

J Governance bolted on at the end Governance built in, not retrofitted




BUILDING BLOCKS ILLUSTRATIVE

Agentic systems: architecture matters

ORCHESTRATOR AGENT

Coverage Verification Fraud Detection
Intake Agent Document Agent g Payment Agent
Agent Agent
Deterministic Core Human-in-the-Loop Explainability Graceful Degradation
Rules engines for money. LLMs Escalation paths designed in Every decision logged and

. Safe fallbacks when agents fail.
for orchestration. from day one. reconstructable.



THE TEVV FRAMEWORK

Evaluation is the new compliance

NIST Al RMF requires Testing, Evaluation, Verification, Validation — four distinct activities, not one.

Testing Evaluation Verification Validation

Behavior under defined Fitness against requirements — Built correctly — does it
conditions, edge cases, does it meet performance implement the intended
adversarial scenarios standards? design?

Right problem — does it
actually address the use case?

Verification asks: did we build it right. Validation asks: did we build the right thing.



HOW EVALUATION ACTUALLY WORKS IN PRODUCTION

Three layers. Both directions.

OFFLINE

Curated golden datasets Live production traffic

Pre-merge Cl. Deterministic. Regression testing. Streaming traces. Captures drift, distribution shift, rare failures.
Tools: DeepEval, RAGAS, OpenAl Evals Tools: Phoenix, LangSmith, Future AGI

THREE EVALUATION LAYERS

1 Automated metrics BLEU, ROUGE, F1, BERTScore, latency, cost

2 LLM-as-a-Judge Al scoring Al on helpfulness, factuality, safety

3 Human review Likert scales, expert annotation, calibration



MLOPS / LLMOPS

The deployment pipeline, governed end-to-end

Production

2 B

Develop Test Registry

Staging Canary

Version control, Unit, bias, security Versioned artifacts,
experiment tracking scans model cards

1-5% traffic, auto
rollback

Integration, load, UAT

GOVERNANCE WOVEN IN — POLICY-AS-CODE

Bias thresholds enforced in CI - Performance gates - Required approvals encoded as pipeline steps
Model cards mandatory before deploy - Material changes require formal documentation

Reproducibility extends beyond code: data, features, configuration, dependencies, seeds — all versioned together.

Drift detection, KPI
tracking




THREE LINES OF DEFENSE

Governance is a team sport

FIRST LINE SECOND LINE THIRD LINE

Business Ownership Risk & Compliance Internal Audit

Owns Al applications and outcomes. Independent validation. Policy Periodic assessment of governance
Accountable for model performance standards. Regulator liaison and effectiveness. Controls testing. Board
and ongoing monitoring. examination support. reporting.
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CASE STUDY: INSURANCE CLAIMS TRANSFORMATION

What it looks like when it works

Multi-agent system: Document Al - Coverage Verification - Fraud Detection - Orchestrator - Human-in-the-Loop

35% [ 45% | 60% | $6M

Reduction in claims Straight-through processing

. . L | dat t i
A ate (from <10%) ess manual data entry Added to book of business

Started narrow (auto glass). Invested in foundations. Maintained human oversight. Measured continuously.
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WHAT THE MCKINSEY/BCG DATA ACTUALLY SHOWS

Adoption is not maturity

Reached Al maturity } 1

Substantial value at scale - 5

e8iT impact >5% - | 3o

Bl ———

T T T T T T T

78 percent use Al. One percent are mature. The work is not in adoption — it is in deployment discipline.



WHAT “SOON” LOOKS LIKE

The regulatory clock is ticking

GPAI obligations
Aug 2025

EU Al Act general-purpose Al transparency obligations active

High-risk enforcement
Aug 2026

EU Al Act high-risk system requirements enforceable — €35M or 7% revenue penalties

Embedded products

Aug 2027

Obligations for Al embedded in regulated products (medical devices, vehicles)

NIST Al RMF adoption satisfies 60-80% of requirements across EU Al Act, US state laws, and international standards. Build once.

Comply across.
ply 18 /22



COMMON PITFALLS

Where projects die

Technology-first thinking

Start with the business problem.

Skipping governance until “later”

Build it in. Don't retrofit.

Pilot purgatory

Design for production from day one.

Underestimating data quality

Budget data work before model work.

Inadequate evaluation

Eval infrastructure before deployment.

Set-and-forget deployment

Continuous monitoring, planned drift response.
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SIX CONDITIONS

What sustainable success requires

1 Executive commitment y) Talent strategy Data foundation
Sustained over years, not quarters Build, buy, partner — deliberately Al-ready data is a continuous practice
4 Governance maturity 5 Evaluation infrastructure Learning culture

Controls that evolve with Al capability TEVV operationalized, not aspirational Experiment inside boundaries



WHAT TO REMEMBER

Five takeaways

History rhymes. The failures of GenAl mirror Expert Systems and early ML. Learn from them.
Scope discipline beats ambition. Narrow agents succeed at 6.8x the rate of grand transformations.
Evaluation is not optional. TEVV — not just accuracy — is the new compliance baseline.
Deployment is a pipeline, not an event. MLOps with policy-as-code is table stakes.

Trust is earned by design. Governance, explainability, and human oversight create the runway.

The choice is ours: responsible deployment, or repeated history.
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Thank you.

Questions welcome.

KEY SOURCES FRAMEWORKS
o RAND Corporation (2025) — Al project failure analysis o NIST Al RMF 1.0 — nist.gov/itl/ai-risk-management-framework
. MIT NANDA Initiative (2025) — State of Al in business o EU Al Act — artificialintelligenceact.eu

o Gartner 1&0 Al Report (April 2026) o ISO/IEC 42001 — iso.org/standard/42001

o McKinsey State of Al 2025 o Federal Reserve SR 11-7 — Model Risk Management

o BCG Al Adoption (October 2024) o Google Cloud MLOps Practitioners Guide

Vidya More - vidyamore@yahoo.com - linkedin.com/in/vidyamore - vidyamore.substack.com



	Slide 1
	Slide 2
	Slide 3
	Slide 4
	Slide 5
	Slide 6
	Slide 7
	Slide 8
	Slide 9
	Slide 10
	Slide 11
	Slide 12
	Slide 13
	Slide 14
	Slide 15
	Slide 16
	Slide 17
	Slide 18
	Slide 19
	Slide 20
	Slide 21
	Slide 22
	Slide 23

