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THESIS

Imagination becomes executable

AI co-creation is not just generating pixels.
It turns imagined worlds into objects of joint attention.

Externalize
imagination can live in language, sketches, 
diagrams, code, and worlds.

Manipulate
the medium can run, fail, simulate, remember, 
and expose affordances.

Negotiate
users, agents, and models co-author shared 
meanings in space.

Clark & Chalmers “Extended Mind”; Hutchins distributed cognition; Schön reflection-in-action.

language → artifact → world → social medium



VISUAL IMAGINATION

The mind’s eye is not universal

“reduced or absent voluntary imagery”
Zeman, Dewar & Della Sala, Cortex 2015

“visual mental imagery is a quasi-
perceptual experience”
Pearson, Nat Rev Neurosci 2019

Key move
Aphantasia does not mean no imagination; imagination can be verbal, 
spatial, procedural, conceptual, social, or externalized.

AI relevance
Generative worlds can become public imagination prosthetics: not 
replacing creativity but giving non-visual imagination a visible 
workspace.

Sources: Zeman et al. 2015; Pearson 2019.





SKETCHING AS IMAGINATION

Designers already think with external media

“the designer does not represent images held in 
the mind”
Goldschmidt, “The dialectics of sketching,” 1991

“reflection-in-action”
Schön, The Reflective Practitioner, 1983

Act
(prompt / sketch)

World
talks back

Inspect
& interpret

Revise
& constrain

Prompting + inspection + intervention + simulation
is the new sketching.



CAPABILITY MODEL

A ladder of AI visual imagination

1 Depiction
Generate an image of an 
imagined thing

2 View consistency
Show the same thing from 
another viewpoint

3 Spatial composition
Arrange coherent places and 
affordances

4 Causal persistence
Remember and evolve under 
action

5 Social inhabitation
Let users and agents co-
create meaning

Most systems are impressive at 
depiction.
The research frontier is steps 3–5.

Why this matters
Virtual worlds are not images. They are persistent, navigable, 
causal, socially legible systems.



PERSISTENT WORLD CREATION

Two paths to persistent AI worlds
The implementation choice determines what is editable, persistent, controllable, and useful for training edge cases.

PATH A

Full neural world model
The model is the simulator.

PATH B

AI on top of engines/tools
The model drives the stack.

Videos
+ actions

latent dynamics

rollouts

STRENGTH fast counterfactual rollouts; open-ended visual variation

RISK opaque state, brittle causality, hard-to-edit internals

EXAMPLES Genie, WHAM/Muse, GameNGen, Sora-like simulators

Intent
/prompt

Planner
/LLM

assets

physics

scripts world state

STRENGTH inspectable state; editable objects; engine-grounded rules

RISK integration burden; limited by existing representations

EXAMPLES LLMR, DreamGarden, Social Conjuring, Holodeck/WorldGen

HYBRID world compiler: neural models imagine possibilities; engines make them executable; humans and 
agents steer the curriculum



ANCHOR WORK

My own research: speaking worlds into existence

2022

Steps / Surreal VR Pong

Prompt-based creation becomes 
gameplay

2024

LLMR

Real-time creation and 
modification in MR

2024–25

Social Conjuring

Runtime collaboration as social 
process

2025

DreamGarden

Games grown from seed prompts

Next

World co-authoring

Persistent, causal, social worlds

“prompt-based creation can become part of 
gameplay”
Surreal VR Pong, 2022

“real-time creation and modification of 
interactive Mixed Reality experiences”
LLMR, CHI 2024



SURREAL VR PONG / STEPS

Prompting as runtime play, not just development

Core idea
The prompt is part of the game loop: a live mechanism for 
changing objects, mechanics, and meaning.

Players can transform both the paddles and the ball into any 3d 
objects. These transformed objects then interact in semantically 
sensible ways that were not predetermined by the developer 

Example
a ball transformed into an egg colliding with a frying pan results in 
a fried egg. 

Sources: Roberts, Banburski-Fahey & Lanier 2022; Steps towards prompt-based creation of virtual worlds 2022.



RUNTIME AUTHORING

LLMR: real-time prompting of interactive MR worlds

User
prompt

Scene
understanding

Task plan
+ self-debug

Unity
world

De La Torre, Fang, Huang, et al., 2024 (CHI)

https://dl.acm.org/doi/pdf/10.1145/3613904.3642579


MULTI-USER CO-CREATION

Social Conjuring: world-building as social interaction

“how this process unfolds as social interaction”
Social Conjuring, arXiv 2024

From solo prompt to shared negotiation
Multiple users collaborate in real time; AI becomes a social and 
spatial mediator, not just an asset generator.



DESIGNER ASSISTANT

DreamGarden: games grown, pruned, and tended

Key move
The metaphor shifts from “generate output” to “cultivate a design 
space.”

Seed
prompt

Prototype
in UE

Prune +
feedback

Specialized
modulesHierarchical

plan





Micro games

SmallGami
A Specification Language 
and Runtime Environment 

for Generative and 
Transformable Micro-Games



Practical applications today

First-pass for game level design



NOT ONE-SHOT GENERATION

The prompt-to-world loop

A world generator is useful only if the world 
can respond, persist, and be steered.

The object of design becomes a running system — not 
a static media file.

Intent Model World Playtest Critique Edit

A World Model, from Scott McCloud’s Understanding Comics



WORLD-MODEL LINEAGE

Foundations: imagination before “world models” became a brand

I2A, 2017
Predicted rollouts from a learned 
environment model become context 
for policies.

World Models, 2018
Compact policies are trained inside a 
model’s own “hallucinated dream.”

GQN, 2018
Scene representations are learned 
from observations and queried from 
new viewpoints.

DreamerV3, 2023
A world model improves behavior by 
imagining future scenarios across 
many tasks.

Prediction Compression Viewpoint Planning

“inside of its own hallucinated dream”
Ha & Schmidhuber, World Models, 2018



2024–2025

Foundation world models: controllable visual futures

Genie
Unlabeled videos → action-controllable worlds from 
text/images/sketches.
DeepMind 2024

Genie 2/3
Prompt image/text → playable, interactive environments.
DeepMind 2024/2025

WHAM / Muse
Gameplay sequences + controller actions; persistence of user changes.
Microsoft / Nature 2025

GameNGen
Diffusion model simulates DOOM at >20 FPS.
Valevski et al. 2024

Sora / GAIA-1
Video generation as world simulation; driving scenarios from 
video/text/action.
OpenAI 2024; Wayve 2023

World-model caution: “video generator” ≠ “world model” unless it supports control, persistence, causality, memory, and interaction.



WHAM! World and Human Action Modelling
Autoregressive rollouts over minutes, including object and character interaction



2024–2025

Foundation world models: Genie



BEYOND GEOMETRY

Inhabited worlds: agents, memory, and social simulation

Generative Agents
Agents remember, reflect, plan, converse, and 
produce emergent social behavior.

Voyager
An LLM-powered Minecraft agent builds an 
executable skill library through feedback.

SIMA
A generalist agent follows natural-language 
instructions using screen images plus 
keyboard/mouse actions.



CONTROL

The authoring challenge: promptable is not enough

The future is not a bigger prompt box.
It is an interface for constraints, counterfactuals, history, taste, and repair.

Promptable

“make me a world”

Editable

precise local revisions

Inspectable

why did it do that?

Testable

does it play / persist?

Composable

assets, agents, rules, physics

“human and AI partner work together to produce final content”
Guzdial et al., co-creative level design, 2018

Sources: PCGML / co-creative level design; your systems provide concrete examples of the interface problem.



EVALUATION

How should we evaluate AI visual imagination?

Semantic fidelity
Did it match intent?

Spatial coherence
Can it be navigated?

Affordance correctness
Do objects do what they imply?

Causal persistence
Do changes remain true?

Latency
Can it keep up with play?

Editability
Can humans steer/repair?

Social legibility
Can collaborators understand change?

Authorship
Does the human feel amplified?

Taste amplification
Does it surface better possibilities?

Starting point: correctness, coverage, compositionality; extended here for interactive worlds.



RESEARCH AGENDA

Open questions for the field

• Can AI maintain a world as a stable object of 
joint attention?

• Can world models become authorable rather 
than merely promptable?

• Can generated worlds expose uncertainty about 
affordances and causality?

• Can neural imagination and engine truth be 
combined cleanly?

• Can AI help people imagine differently, not just 
faster?

Possible future phrase
World compilers: systems that turn language, sketches, 
constraints, exemplars, and tests into persistent interactive 
worlds.

Key tension
The more alive the world becomes, the more authors need 
tools for consent, agency, provenance, and repair.



World models as
training spaces
From co-created imagination to 
rehearsal grounds for rare, 
dangerous, and not-yet-seen 
scenarios.

Prompt → World → Counterfactual → Policy

“If the organism carries a 'small-scale model' of external reality and 

of its own possible actions within its head, it is able to try out 

various alternatives, conclude which is the best of them, react to 

future situations before they arise, utilise the knowledge of past 

events in dealing with the present and future, and in every way to 

react in a much fuller, safer, and more competent manner to the 

emergencies which face it.”

Kenneth Craik – The Nature of Explanation – 1943



LONG TAIL PROBLEM

The world is a distribution you cannot finish sampling
Edge cases are not just rare; they are combinatorial, contextual, and often too dangerous to collect 
directly.

Road miles, gameplay 
logs, robot demos
give us yesterday’s reality

but failures often come from:
• unusual combinations
• subtle timing changes
• interactions across agents
• sensor/weather shifts
• adversarial or absurd events

World models make the long tail authorable
Instead of waiting for the rare event, generate 
controlled counterfactuals: same scene, new weather; 
same road, new object; same task, new failure mode.

Language control Layout edits Action control Sensor 
modalities

Waymo says its 2026 World Model can generate ordinary and rare long-tail scenes across multiple sensor modalities; UniSim explores simulators for real-world interactions.



TRAINING LOOP

A world model is a curriculum machine
The key capability is not “pretty video”; it is a closed loop that creates interventions, trains agents, and 
mines failures.

1 Real traces
logs, demos, game 

play, sensors

2 Learn world
latent dynamics + 

multimodal rendering

3 Generate variants
counterfactuals, 

perturbations, rare events

4 Train agents
policy learning, 

planning, imitation

5 Mine failures
adversarial search + 

human review

Failures become training data; training data 
becomes better imagination.

A co-creative world builder can become the interface for specifying the 
next curriculum.



SCENARIO ALGEBRA

Generate the world the model has not yet earned
For robustness, we need a compositional language for asking “what if?” across scene, agents, physics, 
sensors, and intent.

Base episode  +  intervention  +  dynamics  +  sensors  +  goal  →  
counterfactual curriculum

Scene

night
snow

occlusion
construction

Agents

hesitant pedestrian
dog darts out

confused NPC
novice driver

Dynamics

low friction
delayed action

broken joint
slippery object

Sensors

glare
LiDAR dropout

motion blur
partial observability

Goals

recover safely
ask for help
de-escalate

preserve progress

Use with examples like Waymo’s language/layout/action controls, NVIDIA Cosmos physical-AI synthetic data, and UniSim’s interactive real-world simulator framing.



CURRENT EXEMPLARS

Where training worlds are already becoming real
Use these as concrete reference points for the audience: not all are “games,” but all turn imagined 
experience into training signal.

Driving

Waymo World Model
GAIA-1 / Wayve

rare traffic, weather, 
sensor, and action 

counterfactuals

→ training signal from imagined 
experience

Robotics

NVIDIA Cosmos
UniSim

V-JEPA 2

physical AI rehearses 
manipulation, navigation, 

and failures

→ training signal from imagined 
experience

Games / virtual 
agents
Genie 3

WHAM / Muse
GameNGen

interactive worlds for 
policies and gameplay 

ideation

→ training signal from imagined 
experience

Scientific / social 
worlds

Generative Agents
Voyager

SIMA

agents practice planning, 
social behavior, and tool 

use

→ training signal from imagined 
experience



WHAT MUST BE INSIDE?

A rich world model is
more than a renderer
For training, imagination must expose state, affordances, 
interventions, and uncertainty — not just pixels.

Controllable 
dynamics

What happens if I act differently?

Persistent state What changed, and does it stay 
changed?

Affordances What can be pushed, opened, 
broken, traversed?

Multimodal sensors What would camera / depth / LiDAR / 
audio say?

Uncertainty Where is the model guessing?

Grounding hooks Where does a real engine or robot 
validate truth?



HYBRID STACK

Neural imagination + engine truth
The robust path is not to replace simulation engines; it is to let generative world 
models propose scenarios that engines, logs, and humans can constrain.

Human scenario authoring Prompts, sketches, constraints, negative examples, “what if” questions

Generative world model Fills gaps, proposes variants, renders futures, creates long-tail experience

Structured simulator / 
engine

Physics, collisions, maps, game rules, sensor models, deterministic tests

Agent / policy training RL, imitation, planning, model predictive control, self-play, skill libraries

Safety evaluation + mining Coverage, failure clustering, adversarial search, regression tests, uncertainty audits

Co-creation interfaces can be front ends for authoring curricula, not just assets or scenes.



EVALUATION SHIFT

A good training world is not a pretty video
The test is whether the imagined world changes the agent’s behavior under closed-loop interventions.

Counterfactual 
fidelity

Only the intended variable changes; 
everything else stays coherent.

Closed-loop 
stability

The agent can act for 
minutes/horizons without world drift 
breaking the task.

Causal 
correctness

Objects, people, and rules respond 
plausibly to interventions.

Coverage of risk Generated cases span rare-but-
plausible failures, not just aesthetic 
variety.

Transfer value Policies trained in imagination 
improve real/sim benchmark 
performance.

Calibration The system reveals where the world 
model is uncertain or untrusted.

Use alongside standard video/3D metrics: the world-model-for-training question is “does it enable robust policy learning and failure discovery?”



WHY CO-CREATION MATTERS

Humans are still the best edge-case generators
Designers, domain experts, players, and operators know the strange cases that datasets underrepresent.

Designer
What scenario would 

expose the mechanic?

Operator
What actually goes wrong 

in deployment?

Player
What weird strategy breaks 

the system?

Community
What social/contextual 

norm matters here?

Turning natural language and collaborative world-building into curriculum authoring for AI systems.



Imagination becomes a
shared executable medium.

For people with aphantasia, for designers, and 
for collaborators: AI can make imagined worlds 
visible, revisable, and inhabitable.

Externalize Manipulate Negotiate Inhabit
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